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Abstract 

The ultimate goal of the project is to create an art installation. The installation will be operated 

via an open-ended A-life system driven by biometric data collected from the viewer via a non-

encumbered interface. The imagery created will be abstract and constantly fluctuating; 

changing according to the viewer's biometric data. While the viewer will not have conscious 

control over the imagery, over time the images created will seek to maximise, or change in 

some predefined way, each of the biometric inputs of the viewer. This will be achieved by 

evolving images whose fitness is determined by the viewer's response to them. Unique to this 

project is that the 'art piece' will not be simply the indeterminate images on the screen, but the 

emergent interaction between the viewer (object) and screen (environment).  

 

We report here the initial work done to create an evolutionary/adaptive system that will be 

used to drive the direction of the imagery and hence the user’s biometric data. The system is 

designed to be general enough to take any input, though in these trials, we focus only on 

GSR (Galvanic Skin Response) as a test fitness response. We demonstrate that the 

mechanism works as intended, and create a trial visual paradigm that satisfies the initial brief 

of the visual artist with whom we are collaborating. The system as it stands, has now been 

handed over to the artist; she will manipulate the many parameters driving the current test 

imagery via a GUI designed to give a non computer expert access to, and control over, the 

system. 

 

We hope to eventually mount the installation in both Science Centres and art venues. 
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1. Introduction 

1.1. Structure of report 

This report is intended to inform the reader about the EngD project undertaken by Daniel 

Hulme, Rich Clarke and David Malkin.  

Introduction 

This section defines the scope and aim of the work presented here. In it we describe the 

larger scale Fugitive Moments project and discuss our role within it. We outline the basic 

requirements of the EngD group project and detail the Wellcome Trust project brief. We go on 

to make a statement of our aims and the expected deliverables of the project. We then briefly 

discuss the technical challenges associated with this project as well as giving an overview of 

related work in this field, to place the work presented in context. The reader is then introduced 

to some basic technical concepts required to understand the rest of this report.  

Analysis and Design 

After completing the introductory groundwork, this section focuses on establishing the high 

level requirements and architectural design of the system. In particular we discuss technical 

and aesthetic requirements for each of the elements of the system. 

 

Additionally, we provide a rationale for the overall system structure, and evaluate a number of 

different choices for algorithms and data structures. In this section we also diagrammatically 

represent the primary objects of the system and how the data flows between each of them. 

Implementation 

In this section we discuss the most important/interesting aspects of the system. We take the 

reader through each of the main aspects of the implemented system, including the 

visualisation and evolutionary algorithms, describing in detail the specifics of the mechanisms 

and the rationale behind them. 

Testing 

In testing we show the results of the demonstrations used to evaluate each component of the 

system. By doing this we prove that the aims of the system have been met and prove the 

integrity of the overall architecture satisfies the human and technical requirements.  

Results 

The aims of the project are to build a prototype and prove that the concept that the system 

Fugitive Moments is predicated on does work. It is beyond the scope of this project to 
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hypothesise about the results of the final installation; however, we introduce the reader to a 

novel piece of research to which we have applied (or more accurately intend to apply) our 

system.  

Conclusions 

The conclusion section is an evaluation and critical appraisal of what we have achieved with 

respect to our original aims and objectives, and to what extent we have satisfied the 

requirements that we gathered during the investigation stage. 

1.2. Statement of project brief 

1.2.1. EngD course requirements 

The EngD group project should: 

 

• “…entail a novel piece of application or environment construction, serving the 

purpose of a specific user group” 

• “Implement a working virtual environment system” 

• “Provide experience of R&D work within a multidisciplinary environment” 
 

• “[There should be] an emphasis on a thorough design followed by implementation 
and evaluation” 

 
• “evaluate the system from a scientific or usability engineering viewpoint” 

 
• “[Allow students to] apply techniques learned throughout the programme” 

1.2.2. Wellcome Trust project brief 

 
Our EngD group project, which is intended to last three months, is in fact part of a larger two 

year art project funded by the Welcome Trust. This project is being primarily undertaken by 

visual artist, and collaborator in the work presented here, Dr. Sarah Rubidge. This larger 

project provides the context for the work we present here, and we outline its scope and 

objectives below. It is this work that drives the requirements for our smaller, 3 month proof of 

concept work.  

The Art Installation 

“The objective of the art installation is to instil a deep intuition about the lack of a clear 

boundary that is typically thought to separate the body, brain and environment, between the 

individual and society. The aim is to communicate this most fundamental aspect of human 

biology by creating an experience that blurs the distinction between the false dichotomy of 

object and environment. The 'object' here comprises the human viewer, and the environment 
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an interactive installation that is grounded in colour and form. The 'final' abstract pattern of 

flowing colour planes seen will be the direct manifestation of the autonomous responses of 

the observer and screen. Under these unique circumstances, while the image will necessarily 

never fully resolve, existing instead in a state of continual flux, an 'intuitive' sense of the deep 

interrelation between the human being and his/her ever changing environment will be 

fostered, as the resonance between the two increases and the initial boundary that seemed to 

separate them fades.  

 

The aim of the project is to create an 'interactive' art installation which, by virtue of its 

emergent characteristics, will set up the conditions for viewer/s to intuitively understand the 

more subtle aspects of the nature of their 'being in the world'. The project will both interrogate 

scientific issues concerning the physiological responses to non-representational images and 

the parameters of 'interactive' arts. The interface between the installation and viewer will be 

driven by an open-ended, evolutionary computational system that evolves in response to its 

'experience' of the viewer (just as the viewer's neural system adapts itself in response to its 

experience of the work).  

 

This system will be driven by the autonomous reactions of arousal of each viewer, rather than 

exploiting the consciously controlled processes which characterizes most interactive art. The 

ability of the viewer to intentionally change the system will be subverted by the use of the 

autonomous systems, and will generate a genuine 'dialogue' between viewer and work.  

 

The intensity and shaping of the imagery presented in the installation will evolve on-line 

according to continual changes in the unconscious, physiological responses of the viewer. 

Because the imagery will be an indirect manifestation of their own physiological arousal, there 

will be a direct feedback loop between the viewers' bodies and the image itself. The screens 

upon which the images are displayed will comprise part of a built environment, which will 

enable us to standardize the environmental conditions and thus the stability of the interface.” 

[10]. 

1.3. Project requirements, objectives & deliverables 

This report details the initial work done to create an evolutionary/adaptive system that will be 

used to drive the direction of the imagery and hence the user’s biometric data. We were also 

tasked with the creation of a trial visual paradigm that satisfies the brief of the visual artist. 

The intention, at the end of this piece of work, was to hand over to the artist both the 

algorithm and the visual stimulus, in order that she could then manipulate the many 

parameters driving the current test imagery. A GUI must therefore be designed to give a non-

computer expert access to, and control over, the system. 
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1.3.1. The artist’s requirements – some background 

As a result of further discussions with the artist, Sarah Rubidge, we understood that she is 

interested in the (emotional) state a person experiences during the transition between the 

various possibilities in a Gestalt. More specifically, one of her foci for this project is on the 

recognition of human movement. Humans are remarkably good at recognising animal/human 

figures that are represented by only a few points in space. Stationary, these points are 

meaningless, but once the move they are put into context and immediately recognised 

(Johansson 1975). In particular, Sarah would like to represent movement, that is to a greater 

or lesser extent “human-like”, in a colour context. The movement may not be generated by a 

human, but may operate under similar physical constraints, giving it an intuitively understood 

structure. Theoretically, Sarah suggests, this imagery should have a sort of sub-conscious 

recognition (and emotional state change), without the user consciously recognising that it is 

human; hypothetically similar to the transition in a Gestalt. 

 

This context provides us with some specific aims and objectives that must be achieved for the 

project to be successful. 

1.3.2. Objectives – the project deliverables 

• Create a prototype evolutionary system that: 

o takes, as its input, physiological bio-metric data 

o assigns a fitness to the systems state change, based on this data 

o changes a visual stimulus to maximise/minimise the input 

o runs and evolves in real-time 

o is ‘open-ended’ 

o generates a population and assigns fitness to satisfy the ‘one shot’ evaluation 

ability of a human. (We define this in section 2. System design) 

 

• Create a visual stimulus that satisfies the resident artist’s requirements: 

o The imagery has to be continuous in both time and space to satisfy Sarah’s 

aesthetic constraints 

o The imagery must be driven by some underlying structure and not be 

perceived as random 

o The imagery must be capable of being “constrained” in some apparently 

physical way – so that it might be possible to place human like boundaries on 

stimulus 

 

• Create a GUI that allows Sarah a large degree of flexibility over the default 

parameters of the system without having to delve into the code 
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In addition, as part of the project we would like to: 

 

• Satisfy ourselves that the algorithm works in a predictable and repeatable way under 

certain controlled conditions (despite the fact that this is not how the system will be 

used) 

• Satisfy ourselves that the introduction of the visual stimulus does not alter the efficacy 

of the algorithm (i.e. ensure that the theoretical basis for the evolution of imagery is 

sound) 

• Satisfy ourselves that the input we choose can, in principle, be affected by the 

stimulus we have created 

1.4. Related work in the field and motivation for the project 

1.4.1. Motivation 

There are two motivations for this project. The first motivation is to challenge and alter the 

perceived human notion that the body and brain exist in isolation from the environment. The 

second motivation for the project is to contribute and advance the field of interactive art. 

Non-isolated nature of biological systems 

All biological systems are linked with the environment in which they exist through many 

physical interactions; temperature, gravity, interactions with matter, electromagnetic, audio 

and other stimuli. All of these affect the biological system and hence the system can never be 

understood in isolation, it can not be understood without considering the interaction between 

the system and the environment. 

 

Scientists are starting to understand the importance of this relationship and no longer try to 

understand biological systems in isolation. The problem is that, although an individual may 

become aware of this fact, they will most probably not feel it. Most people, even when 

logically aware of the fact that their brain does not exist in isolation and can never be 

understood in isolation will still feel that it is isolated from the environment.  

Limitations of interactive art 

In most typical interactive art installations, the human parameters being monitored (respiration 

rate, heart rate etc) can be consciously controlled by the user. This means the user can exert 

a high degree of control on the output of the art installation. In addition, most such art is 

predictable in that the user can correlate an action performed to a change in the output of the 

display. This makes the overall process deterministic and hence reactive as opposed to 

interactive.  
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Some artists have become aware of the deterministic aspect of their work and have 

experimented with methods to remove it. Some of these experiments try to introduce multiple 

users so that no individual user can directly control the output. Although this increases the 

complexity of the systems they are still inherently deterministic. Other methods try to disrupt 

the input from the user so that the prediction of the output becomes difficult. The deterministic 

nature of these systems, although disguised still remains.  

Overcoming limitations 

The aim of this project is to work on a system that removes the determinism from the 

interactive art installation and to make the user aware, both consciously and subconsciously, 

of the link between them and the environment. This is to be achieved by measuring 

physiological responses that are not consciously controllable and by using an adaptive 

evolutionary interface that will produce non-deterministic (but not random) visual stimuli.  

 

The visual output should be appealing to ensure the user remains in contact for a period long 

enough so that the body/environment interaction becomes obvious.  

1.4.2. Monitoring of emotional states  

The purpose of our work is to interact with the emotional state of a human user and to move 

this emotional state in a particular direction, away from some baseline. In order to achieve 

such a task it is necessary to monitor and measure the emotional state of the user. A solution 

by which the emotional state of the user can be measured is by monitoring neuronal activity.  

 

With animals it is possible to use intrusive methods to monitor the activity of a particular 

neuron [3]. This approach however, only gives information about a single neuron and since 

emotion is a physiological effect that occurs over many neurons the single neuron approach is 

not useful. (Not to mention that most humans would object to having a part of their skull 

removed and electrodes placed directly into their brain). 

 

Neuron monitoring methods such as MRI, [4] overcome both of the above problems since 

they are non-intrusive and can monitor the neuronal activity (indirectly) of entire regions as 

opposed to a single neuron. The problems with this approach on the other hand are the high 

costs and the effects on the emotional state induced by the measurement process itself. 

 

An alternative non-invasive technique for monitoring neuronal activity is EEG. This is a 

process by which electrodes, placed on the skull of a user monitor the brain wave activity. 

The difficulty with this system has to do with the tuning of the system, since the electrodes 

have to be placed on specific parts of the skull and have to be tuned to specific frequencies 



   12 

depending on the type of activity being monitored. Similarly to MRI, the placing of electrodes 

on a user’s skull induces changes in the emotional state. 

 

The problems associated with monitoring emotional states via neuronal activity (given above) 

means that alternative methods have to be found. A potential solution is to monitor the 

emotional state via non-neuronal physiological responses. Figure 1 shows the potential 

relationship between stimuli, neuronal activation and non-neuronal physiological responses. 

There are of course other factors that could influence the non-neuronal physiological 

response, such as the stimuli itself. Since this project is geared towards visual stimuli the 

direct link between stimuli and non-neural physiological response is not significant. 

 

Figure 1: Relationship between stimuli, neuronal activation and non-neuronal physiological responses 

 
A lot of the recent research done in this area is from the field of Affective computing. Work in 

this area (as well as other studies) supports the notion that connections between a person’s 

emotional state and certain physiological properties do in fact exist. There appear to be links 

between skin conductivity (Galvanic Skin Response), body temperature, heart rate, 

respiration rate, blood volume pressure and others to a person’s emotional state [5]. 

In Vyzas et al [6] 8 emotional states; Neutral, Anger, Hate, Grief, Platonic Love, Romantic 

Love, Joy, Reverence are classified using the measurements of electromyogram (EMG), 

blood volume pressure (BVP) and skin conductivity (GSR). The experiments conducted in this 

paper are conducted over a period of 32 days. Due to the real time nature of this project such 

a time frame is not acceptable. 

 

Since the main goal of this project is to move the emotional state of the user in any direction 

away from its current state, instead of classifying particular emotions, stimuli must be 

presented so that certain physiological parameters associated with emotion are changed. 

Basically, the aim is to change the emotional state without understanding which particular 

emotion is changed.  

Stimuli 

Neuronal response / emotion 

Non-neuronal physiological response 
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1.4.3. Problems with visual stimuli  

One of the potential problems with using visual stimuli to change the emotional state of the 

user has to do with the reduction of neuronal activity when the user classifies an unknown 

image or shape. Pelli [7] argues that the neuronal activity of a human observer is at a 

heightened level of activity from the point an unknown shape or image is presented up to the 

point the image or shape is classified. In order therefore, to maintain a higher neuronal activity 

with visual stimuli the shapes and images presented should be such that the human is 

constantly on the verge of classifying the image.  

 

There are several ways in which this can be achieved. In this project the visual stimuli will be 

generated by several moving points that resemble the motion of human limbs. This motion will 

then be translated in a non-linear way into an abstract set of images. The reason for 

abstracting the image is to ensure that the user can never properly classify the image as that 

of a moving human but will remain on the verge of classification.   

 

This project uses visual stimuli to shift the emotional state of the user. The system will be 

designed so that output data can in fact drive any stimuli generating apparatus, e.g. speakers 

that generate sound. This will allow for the future expansion of the program.  

1.5. Theoretical basis of key techniques used 

1.5.1. Genetic Algorithms / evolutionary computation 

Genetic algorithms are useful for computational problems that require searching thorough a 

huge number of possibilities for solutions. This requirement is present when the problem 

cannot be solved analytically – as is often the case for complex systems such as the stock 

market, protein folding, and deceptively simpler systems like the Travelling Salesman 

Problem. Genetic algorithms essentially are an attempt to provide an optimal strategy for 

choosing the next set of possible solutions to evaluate [see Mitchell, One armed bandit 

problem] with the aim of producing a “good” solution (but not guaranteeing it to be the best) 

whilst minimising the computation required to find it. 

 

 Biological evolution is an appealing source of inspiration for addressing these problems since 

evolution is, in effect, a method of searching among enormous numbers of possibilities for 

“solutions” – the solutions being highly fit organisms which are able to survive and reproduce 

in their environments. Viewed from a high level, the rules of evolution are remarkably simple: 

species evolve by means of random variation (mutation, recombination etc.) followed by 

natural selection in which the fittest tend to reproduce, furthering their genetic material to their 

offspring. In genetic algorithms, these simple rules are used to model evolution among 

populations of candidate solutions in the types of problems mentioned above. 
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There is no rigorous definition of “genetic algorithm” accepted by all in the evolutionary 

computation community that differentiates GAs from other methods. However, it can be said 

that most Gas have the following common elements: a population of chromosomes, selection 

according to fitness, crossover to produce new offspring and random mutation of new 

offspring. Each chromosome can be thought of as a point in the search space of candidate 

solutions, and the GA processes populations of chromosomes, successively replacing one 

such population with another. The GA requires a fitness function that assigns a “fitness” or 

score to each of the chromosomes in the current population. The fitness of the chromosome 

depends on how well that chromosome solves the given problem. 

 

It will be useful here to define some concepts used throughout this report. The idea of a 

“search space” is the set of all possible candidate solutions to a problem, coupled with some 

notion of the distance between solutions; it is also possible to imagine a “fitness landscape” 

as the representation of the space of all possible genotypes along with their fitnesses. [Sewell 

Wright, 1931]. In a two dimensional search space, this landscape would consist of a series of 

“peaks” and “valleys”, denoting high and low fitness of the candidate solutions at those points. 

These peaks might be categorised in one of two ways: firstly, each peak represents a “local 

maxima” – i.e. a point (or surface) at which the solution is at maximal fitness in its immediate 

locale. Any single step away from that point will result in a lower fitness (or the same fitness in 

the case of a surface). This does not guarantee however, that this point in the fitness 

landscape is the highest overall fitness for the search space (this is made obvious by the fact 

that there are multiple peaks in the landscape, some of which are higher than others). 

Secondly there must exist one or more “global maxima” – points or surfaces where the fitness 

is highest for a given landscape. By definition, any move away from these points will always 

result in a drop in fitness. 

1.5.2. Hill-climbing 

Hill-climbing is another general method, also used in this work, for searching for a solution in 

a fitness landscape. Hill-climbing works by starting at a random point on the fitness 

landscape, evaluating the immediate neighbours of that point, and moving to the point which 

is fitter than the current one. It is clear that the hill-climbing method will always get stuck in 

local maxima (potentially missing out on other, higher maxima) since it cannot escape from 

the peak, once it has scaled it.  Since the ultimate goal is to find the global maxima of a 

search space (or at least a very high peak) hill-climbing can only be useful in “smooth” fitness 

landscapes: ones that are continuous and have no local peaks. The technique’s speed and 

ease of implementation are useful under these conditions, and we will present some 

situations in this work where hill-climber is a sensible technique to use. 
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1.5.3. Cellular Automata (CA) 

One motivation of using GAs is to understand how natural evolution creates systems in which 

“emergent computation” takes place – that is in which the actions of simple components with 

limited information and communication give rise to coordinated global information processing 

(insect colonies are a good natural example of this idea). One of the simplest systems in 

which emergent computation occurs is a binary state cellular automata (CA) a n-dimensional 

lattice of binary cells each of which can only change its state as a function of the current 

states of a local neighbourhood. The lattice starts out with an initial configuration of cell states 

(ones & zeros) and the configuration changes in discrete time steps in which cells are 

updated simultaneously according to a set of rules. The set of rules can be expressed as a 

table that lists for each local neighbourhood, the update state for the neighbourhood’s central 

cell. The radius of a CA is the number of cells on each side of the central cell that can affect 

the state of the central cell. CAs typically have periodic boundary conditions – i.e. the lattice 

“wraps around” at the boundary. 

1.5.4. GSR 

A psycho-galvanometer measures the resistance of the skin to the passage of a very small 

electric current. It has been established for some time that the magnitude of this electrical 

resistance is affected, not only by the subject's general mood, but also by immediate 

emotional reactions. Although the first paper to be presented on the subject of the psycho-

galvanometer was written by Tarchanoff in 1890, it has only been within the last 25 years that 

the underlying causes of this change in skin resistance have been discovered. 

 

The level of brain arousal affects emotional state and this subsequently affects skin 

resistance - a symptom convenient to measure through two electrodes in contact with the 

skin, across any two points on the body. For example, the two points may be adjacent on one 

hand or across from one hand to the other. By virtue of the Galvanic Skin Response, 

autonomic nervous system activity causes a change in the skin's conductivity. The overall 

degree of arousal of the hemispheres, and indeed the whole brain, is shown by the readings 

of the GSR meter, which does not differentiate between the hemispheres, or between cortical 

and primitive brain responses. Higher arousal (such as occurs with increased involvement) 

are reported in the literature to occur almost instantaneously (0.2 - 0.5 sec) and cause a fall in 

skin resistance; reduced arousal (such as occurs with withdrawal) will cause a rise in skin 

resistance. 

 

Meditation and relaxation procedures cause a rise in skin resistance. It has therefore been 

assumed that high and low skin resistance correlate directly with relaxation and stress 

respectively, and that a high resistance indicates a pleasant relaxed state of mind, whereas 

low resistance indicates tension. 
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2. System Design 

2.1. High level schematic of the overall system structure 

Irrespective of the details of the implementation, there is a basic system design concept that 

is independent of any of the techniques used, and the problems under examination. This 

illustrates how each of the components of the system fit together and communicate with each 

other. There follows a brief discussion of the requirements for each of the components. 

 

 

 

 

 

 

 

 

 

 

 

Figure 2: High level schematic of overall system structure 

2.1.1. Requirements - Adaptive algorithm 

The algorithm must use some form of learning or adaptive technique. Its purpose is to 

produce a series of trial solutions of higher and higher fitness from a) previous solutions and 

b) information about their success from the response input. 

• The algorithm must find fit solutions 

One measure of the success of this algorithm can be thought of in terms of the fitness of 

solutions found versus the time taken to find them, with the worst performance being a 

random walk in the search space. 

• The algorithm must satisfy some aesthetic constraints 

The choice of algorithm may also impact the aesthetic quality of the output. We require 

that solutions are continuous in time and space, and we would like to see some intuitively 

understood underlying structure – these requirements are also equally relevant for the 

design of the visual stimulus. 

 

Adaptive 
algorithm 

 
Non-linear 
Evaluation 
Device 

Visual 
stimulus 

“Fitness” 
evaluation 

Impose a direction 
on the response 
(max/min etc.) 
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• The algorithm must be open-ended 

The algorithm must provide constantly adaptive solutions to a changing fitness 

landscape. In this respect, the algorithm must not necessarily settle to a fixed solution, or 

provide solutions that converge too strongly and become homogenous. 

• The algorithm must be generic and flexible 

The aim of the project is to write a generic system that can take any input and produce 

any output. Consequently the algorithm must be sufficiently flexible to operate with any 

input / output paradigm without requiring major changes. 

2.1.2. Requirements - Stimulus 

The aim of the project is to write a generic system that can take any input and produce any 

output (linked by the evaluation device). The only requirement of the stimulus is that it is 

appropriate for the evaluation device in that it is perceivable by it. The form of the stimulus will 

clearly define the form of the final solution or goal. 

2.1.3. Requirements - Evaluation device 

Consistent with our stated project goals, the evaluation device will ultimately be a human, so 

we do not explicitly design this part of the system. However, in order to perform testing on the 

system we will need to design a number of different types of simplified, trial evaluation 

devices. The general requirements for these test designs are discussed briefly below. 

 

The evaluation device is entirely separate from, but analogous to, the adaptive algorithm, in 

that it takes the stimulus, transforms it in some way and produces a response. It’s purpose is 

not to provide new trial solutions, but to rate solutions’ fitnesses. In essence, all it need do is 

contain a theoretical goal – a global fitness maxima – that the adaptive algorithm must 

discover, though this goal may be “well hidden” – i.e. exist in a large and complex fitness 

landscape, or be constantly moving in a non-linear and non-continuous fashion.  

 

Finally, we require that any evaluation device we design “observes” the output as a whole, 

and cannot independently evaluate individual pixels. We constrain the device in this way to 

partially mimic a human observer, who we assume would be unable to assign colour 

directions to individual pixels. 
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2.1.4. Requirements - Response 

The response is to some extent defined by the evaluation device, though we may make a 

choice regarding what (of several possible) we decide to measure as a response from the 

evaluation device. 

 

As noted above, the response defines fitness of the solutions produced by the algorithm. We 

impose a direction on the response by trying to maximise or minimise it in the adaptive 

algorithm. The only real constraint on the response is that it must be sensitive to, and hence 

affected by, the stimulus in some non-random way, and reflect something non-trivial about the 

rating device itself. 

2.2. Comparison of different choices for algorithms 

2.2.1. Adaptive algorithm 

Candidate 1: Hill climber – positive remarks 

• Simple to implement: fit well within project time frame. 

• Computationally undemanding – speed of trial solution generation may prove to be an 

important factor if we present the visual stimulus to human users. 

• Transparent method to test – no emergent behaviour that would require extensive 

analysis. 

• More complex hill climber derivatives (simulated annealing) may avoid some of the 

problems associated with hill-climber. 

• Hill-climber provides trial solutions that are adjacent to one another in fitness space: 

thus it is easy to ensure consecutive visual outputs are similar, and the transition from 

one to another continuous. 

Candidate 1: Hill climber – negative remarks 

• May not be able to solve difficult problems in complex fitness landscapes – tendency 

to become stuck at local maxima – resulting in poor solutions. 

• Simulated annealing or other momentum based techniques trade solution stability for 

ability to deal with complex problems. 

Candidate 2: Cellular Automata – positive remarks 

• Relatively simple to implement. 

• Powerful technique provides high degree of solution flexibility. 

• Emergent behaviour from simple rules may provide aesthetic result required. 
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Candidate 2: Cellular Automata – negative remarks 

• Computationally demanding – for a large matrix (if humans are to view the stimulus, 

the expected resolution will be of the order of 500x500 pixels) the time taken to 

calculate a state change could be problematic. 

• Difficult to analyse the behaviour of the system / debug. 

• Solutions may not be stable unless an artificially simple set of rules are imposed. 

Candidate 3: Evolutionary algorithm – positive remarks 

• Powerful technique that should be able to operate well in complex fitness landscapes, 

overcoming local maxima. 

• Provides stable and convergent solutions. 

• Well understood and easy to analyse and test. 

Candidate 3: Evolutionary algorithm – negative remarks 

• May be complex to implement. 

• Computationally expensive. 

• Parameter choice critical to success, and no clear methodology for setting mutation & 

crossover operators. 

• Crossover and mutation result in non-adjacent steps in fitness space, forcing the 

output to be non-continuous without artificially masking this effect.  

2.2.2. Trial stimulus 

As noted, the intent is to design a system that can produce any output, but for the purposes of 

building the system we focus on a visual stimulus for ease of analysis. 

Candidate 1: Pre-generated images – positive remarks 

• Aesthetic quality of the output easily controllable by Dr. Sarah Rubidge 

Candidate 1: Pre-generated images – negative remarks 

• Limited flexibility unless the relative colour intensity of individual pixels are 

manipulated – if this choice is made, the initial structure of the image is quickly 

destroyed, and the aesthetic output of the image is no longer controllable 

Candidate 2: Generative images: direct pixel manipulation – positive remarks 

• Complete control over image output. 

• Simple to code target images, i.e. define an artificial goal. 

• Simple to measure the trial solution distance from the goal image. 
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Candidate 2: Generative images: direct pixel manipulation – negative remarks 

• Highly likely that adjacent pixels will appear unrelated in most trial solutions – i.e. 

there is no obvious underlying order in visual space for early iterations of the adaptive 

algorithm. 

Candidate 3: Generative images: indirect pixel manipulation – positive remarks 

• Still an appropriate degree of control over the image output for anticipated complexity 

of target image 

• Other benefits of generative images hold 

Candidate 3: Generative images: indirect pixel manipulation – negative remarks 

• Adjacent pixel colours/intensities are related via a simple (and potentially evolvable) 

equation, giving underlying structure to all trial solutions, even early, unfit ones. 

2.2.3. Evaluation device 

As noted above, our intention is to create a generic system that is able to take any input and 

create any output. Any evaluation device, therefore, should in theory be able to be linked to 

the system, as long as there is a relationship between the stimulus and the response of the 

device. 

 

However, it was necessary to test aspects of the system on a series of simplified devices that 

behaved in relatively predictable ways. The design and implementation of these devices is 

discussed in section: 3 Implementation of this report, along with a rationale for designing 

them in the ways stated. We do not compare choices for possible approaches here, since the 

systems are simple enough to be designed to meet the stated requirements. 

2.2.4. Response 

Again, the goal of the project is to use a human bio-response, but the following responses 

were used as part of the testing of the system: 

 Evaluation Device Response  

TEST Simple matrix evaluation RMS error 

TEST Neural Net Response value from output node 
/ hidden node 

GOAL Bee Neuron Spiking Frequency 

GOAL Human  Galvanic Skin Response 

Table 1: Responses dictated by/ chosen for each Evaluation device  
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Galvanic Skin Response (GSR) 

The choice of GSR was essentially a pragmatic one. Initially we were hoping to obtain a bio-

suit, which outputted a rich array of physiological responses, such as heart rate, ECG, GSR, 

blood pressure, etc, but it was not going to be available until half way through the project. In 

the mean time a temporary bio-devise was needed to allow us to complete the loop between 

human and computer.  

 

There is a large sum of literature describing the relationship between stress level and GSR, 

and although the simple device we used produces a noisy output, there is a valid mapping to 

stress with an output that we can capture. 

Spiking frequency 

Spikes are a rapid change in membrane conduction. Spike frequency changes when cells are 

presented with different visual stimuli, typically from a resting frequency of around 2-3 Hz in 

vertebrates and 40-50Hz in non-vertebrates to up to 200Hz or (when the stimulus suppresses 

the spiking) down to 0Hz. 

 

The change is associated with the presentation of a visual stimulus that is both within a cell’s 

receptive field and to which the cell has an “affinity” – i.e. the cell processes the stimulus if 

their spiking behaviour changes. 

 

Spiking frequency is not the only response that can be measured. Other aspects of the 

spiking behaviour change and can be measured, for example spike timing and spike gradient. 

Using the method described above to hold the neuron and isolate the cell’s electrical 

response these outputs can be examined. 
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3. Implementation 

In this section we detail the implementation of the final evolutionary method as well as 

describing how this technique is applied to several of the applications that we have 

implemented. We also give details of the final visual stimulus paradigm, which was designed 

in order to meet the initial brief from our visual artist. 

3.1. Execution and development environment choices and justification 

Atom world, and its less complex predecessors (2D navigation, complex colour, Black & 

White world – see below for details), required both real-time interaction as well as the ability 

to produce a rich and engaging graphical stimuli. C++ with OpenGL was the obvious choice 

for several reasons: 

 

• Efficiency and speed of execution 

• The group members had experience in the language 

• It provides links to hardware, to allow acquisition of the audio data 

• Has a rich graphical interface 

• Uses OpenGL  which is a popular and effective graphics library  

 

Matlab was the ideal choice for the ‘bee neuron’ application. The imagery in this case is very 

simple, though implementing both a NN and selection techniques is quite involved, Matlab’s 

audio, image, wavelet and NN libraries deal with these in enough detail to produce exactly 

what was required, with a rich array of graphical outputs to analyse the results. 

3.2. Visual stimulus implementation 

3.2.1. Control Point Warps 

Prior to critters, one mechanism to produce the visualisation that satisfied the human 

aesthetic requirements was based on control point warping. Prototyping this idea involved 

loading a predefined image, treating it as a Bezier surface, and warping it using a number of 

control points that evolve using the bag method.  

 

Although this satisfied the requirements, the visual effect was limited, producing a 

deterministic stimulus that we felt would not have the freedom to explore the complex fitness 

landscape of a humans physiological response to that imagery. However, the notion of using 

control points served as a springboard for the idea of using critters to manipulate colour space 

rather than merely physical space. 
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3.2.2. The Atom World 

The Atom world is composed of two objects that are asymmetrically dependant, the canvas 

and the critter.  

 

CANVAS CRITTER EXT. 

INPUT 

ATOM WORLD 

 

Figure 3: High level schematic of “The Atom World” 

 

The critter is a construct made from several connected components. The components move 

in a 3D space and their motion affects the canvas. The canvas on the other hand does not 

affect the critter. External inputs indirectly change the motion of the critter by changing certain 

critter parameters.  

3.2.3. The Canvas 

The canvas colour changes as a function of the critters’ movement in the following way: 
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Where: 

yxR ,
!  =  change in pixel x,y colour in the Red direction 

yxG ,
!  =  change in pixel x,y colour in the Green direction 

yxB ,
!  =  change in pixel x,y colour in the Blue direction 

mn
m

,
 = mass of atom n,m 

 

mnR
v

.,
 = velocity of atom n,m in the Red direction 
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mnG
v

.,
 = velocity of atom n,m in the Green direction 

mnB
v

.,
 = velocity of atom n,m in the Blue direction 

 

yxmnd ,,,
 = distance of atom n,m to pixel x,y 

 

DECAY
R  = Decay rate of Red 

DECAY
G  = Decay rate of Blue 

DECAY
B  = Decay rate of Green 

 

And there are n critters and m atoms.  

 

The canvas, therefore, is a projection of the critters movement in R’G’B’ space onto a 2D 

plane, with the contribution summed over all atoms and critters. The bias in favour of a higher 

contribution from atoms with a higher mass can be turned on & off as one of the parameters, 

as can the rate of decay of pixel colour. 

3.2.4. The Critters 

Critter Structure  

The Critters in this world are constructed from two building blocks, the atoms and the ‘elasto-

spring’ connectors. The atoms are simply points in space with a particular mass. The ‘Elasto-

spring’ connectors are constructs whose behaviour is either similar to springs or elastics, 

depending on the distance between the atoms that are being connected. If the distance 

between the atoms is above a given value the behaviour is similar to an elastic. If the distance 

between the two connected atoms is below a certain value the behaviour of the ‘elasto-spring’ 

resembles a spring. The distance at which there is no tension or compression is the 

connector’s optimal length.  

 

In this report atoms will be represented with coloured squares while the connectors will be 

represented with simple lines 

  

 

 

 

 

 

 

 

ATOM 

The elasto-spring connector, used to connect the ATOMS 
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The connectors serve two purposes. The first purpose of the connectors is to maintain a 

flexible structure of the critter. Since the tension in the connector increases geometrically as 

the distance between the two atoms increases no two connected atoms can ever get too far 

from each other. Since the connector can also behave like a spring no two connected atoms 

can ever get too close to each other either. This type of configuration means that the atoms 

will not collapse into a single point and will never fly apart. They will always be at some 

intermediate distance from each other. 

 

The second purpose of the ‘elasto-spring’ connectors is to allow the motion of one atom to 

influence the motion of other atoms. If an atom moves in one direction all the atoms that are 

connected to this atom will register an increased force acting upon them and will either be 

pulled or pushed. Since all atoms are directly or indirectly connected to each other the motion 

of a single atom will influence the motion (directly or indirectly) of all the other atoms in the 

critter. 

 

The motion of the atoms is influenced by the connectors and a force dubbed ‘the bowl’. An 

atom can freely cross a connector to which it is not attached to. This ensures that the critter 

has a flexible yet maintainable structure.  

 

 

Figure 4: The left diagram shows a critter in a given position. The red atom is influenced by the motion and 
position of the other 3 atoms. The connecter between the green and blue atom do not influence the motion of 
the red atom and hence the red atom can freely cross this connector. (this is visible in the diagram on the 
right). This type of arrangement allows for great flexibility of critter shape. 

 

The overall motion of all the atoms depends on the values selected for the optimal connector 

lengths, the atom mass and the initial (relative and absolute) positions of the atoms. It is 

possible to initialize the coordinates of the atoms so that all the ‘elasto-springs’ are at their 

optimal length. This is referred to as the minimum energy state and none of the atoms will 

move.  

Time t = 0 Time t = 1 
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Critter’s motion 

The first type of motion is caused by the elasto-spring connectors. The motion due to the 

connectors is referred to as connector motion since atoms are in effect being pulled and 

pushed by the connectors. The force in a connector is calculated by: 

 

F = (d - o)p1  if d-o > 0 (it’s an elastic) 

 

F = (d - o)p2 * (-1) if d-o < 0 (it’s a spring) 

 

F = 0   if d-o = 0 (optimal length) 

 

where F is the force in the connector, d is the distance between the two atoms, o is the 

optimal distance of the connector, p1 and p2 are the tension and compression power. p1 and 

p2 are selected by the user of the application.  

 

If the force is positive the connector is in tension, if the force is negative the connector is in 

compression. If two atoms are connected by a connector that is in tension they will both move 

towards each other until the optimal length of the connector has been reached. If the atoms 

are connected by a connector that is in compression the atoms will move away from each 

other until the connector is at its optimal length. 

 

The equations that govern the motion of atoms is given by: 

 

F = ma 

 

Since the quantity of interest is the acceleration the above is rearranged: 

 

a = F/m 

 

An alternative expression of acceleration is given as the change in velocity over time: 

 

a = Δv/Δt 

 

Equating the two quantities gives: 

 

Δv/Δt = F/m 

 

F is known from above and m is the atomic mass chosen by the user. The time between 

calculations is always the same so Δt takes the value of 1 for ease of calculation. 
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Δv = F/m 

 

Δv is calculated for every connector and the overall Δvtotal for a given atom is calculated. This 

value is then added to the current velocity and a new velocity is found for every atom.  

 

The length of the optimal elastic is a parameter that is under evolutionary pressure. 

 

The second type of motion is referred to as ‘bowl’ motion. The purpose of this motion is to 

ensure that the critter remains within the centre of the world. The ‘bowl’ force acts on atoms 

once they leave a perimeter around the centre of the world. Figure 5 shows how the ‘bowl’ 

force increases exponentially as a function of distance. 

 

 

Figure 5- The effect the bowl has on atom force as a function of its distance from the centre 

 

The bowl force and the connector forces jointly act on individual atoms. There is no force 

acting on a critter as a whole but only on its constituent atoms, due to the way the critters are 

constructed the critters appears to move coherently, as if a single force is acting on the 

critter’s central point of mass.  

Critter evolution 

We have seen in the last section how the velocity and mass of a critter will affect the 

behaviour of the canvas colour. Now we will describe how the critters evolve using the bag 

method, described earlier, to move towards a desired target. 

 

To achieve a colour target, i.e. the screen turning red, the atoms of the critter need to move, 

on average, in the red direction at a high velocity and with a high mass. Altering the masses 

of the atoms will produce this desired effect. 

 

If an atom moves with a high velocity in the red direction (by chance), the screen will go 

generally redder. If we increase the mass of that atom, not only will it affect the screen with 

greater magnitude, but will, if heavier, pull the other atoms with it in the red direction.  

 

Absolute distance from centre of World 

Magnitude of 
force (towards 
centre) acting 
on an atom  
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Each atom has a bag of 2 rules attached to them. One rule increases the mass, and the other 

decreases it. The atoms continuously adapt their masses, moving the critter as a whole in a 

desired direction. 

3.3. Final adaptive algorithm used to prototype the art installation 

Based on the human aesthetic considerations described in the analysis for continuous and 

smoothly changing imagery, standard evolutionary techniques using mutation and crossover 

will result in non-adjacent imagery step changes.  

 

Certainly, a hill climber technique would satisfy the aesthetic constraints, but we have to 

consider the problem of getting ‘stuck’ on local maxima. Adding momentum is one of a 

handful of techniques to escape these traps when dealing with non-smooth fitness 

landscapes, and later will we discuss various solutions that are applicable to the adaptive 

algorithm that we have developed. 

 

Firstly, we will describe, using several examples, how our novel hill climbing method will be 

used to evolve some simple imagery, implementing enough scope into this method to allow 

for techniques (such as simulated annealing) that will move us closer to a final solution. 

3.3.1. Black & White World 

If dealing with images as the visual stimuli we need firstly to identify what will evolve and 

secondly how the visual stimulus will be affected by evolution. If we think about a situation in 

which we wish to push a randomly generated greyscale image towards being completely 

black (Black & White world), then one possible set of items we can change are each of the 

individual pixels, as shown below. 

 

  

 

 

 

 

 

 

Figure 6: T = 0 Figure 7: T = 1 Figure 8: T = n 
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Each item (pixel) will be given a ‘bag’ of rules (the same for each); for example, the Black & 

White world will have 9 bag members. Each member describes how the pixel will change: 

 

1. Go 8% more Black 

2. Go 6% more Black 

3. Go 4% more Black 

4. Go 2% more Black 

5. Don’t change 

6. Go 2% more White 

7. Go 4% more White 

8. Go 6% more White 

9. Go 8% more White 

 

The bag is a set describing the probability of a member being chosen, with each member 

initialised equally; in this case as 1/9. 

 

Using the standard Roulette evolutionary technique, a member is chosen from each of the 

pixels bag. The chosen rule is then applied to that corresponding pixel, causing the pixel, and 

hence the overall image, to change. 

 

The image fitness is then evaluated in some way, and a single value is calculated; inverse 

RMS, for example. If the image fitness increases (goes blacker), then the probability of the 

rules that were chosen for that update will increase according to the magnitude of the 

increase in image fitness. Equivalently, if the fitness of the image decreases (goes whiter), 

then the probability values of the chosen rules for that run will be reduced accordingly. 

 

Over some period of time, the rules that push the image towards black will be assigned higher 

probabilities, therefore increase the probability of being chosen and hence get applied to the 

pixels more often. 

1 4 7 

2 5 8 

3 6 9 
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3.3.2. 2D Navigation World 

The same evolutionary method (‘bags’) can apply to other types of target finding applications. 

In this hypothetical world (2D Navigation world), a number of items (red dots) are required to 

move towards a fixed target (small green box). 

 

    

Figure 9: 2D Nav World, T = 0 Figure 10: T = 1 Figure 11: T = n 

 

Each item has its own bag of rules, again 9, but corresponding not to degrees of intensity 

change (as with Black & White world), but to direction of movement: 

 

1 4 7 

2 5 8 

3 6 9 

 

Again, the items move in a chosen direction using Roulette based on the probability assigned 

to each rule within the bag. The fitness of the overall change is calculated based on how 

much closer each item moved towards the target. 

3.3.3. Bag Method Walkthrough 

Here we will describe a very simple system, and show how, in more detail, the bag method 

works in ascending to fitness landscape maxima. 

 

Consider 2 items (Red and Blue). Each item has 3 rules; they can move in only 2 directions, 

up (U), down (D) or non (N). The bags are initialised with probability 0.33: 

 

↑ U  0.33  0.33  +1 

  N  0.33  0.33  0 

↓ D  0.33  0.33  -1 
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The fitness is a function based on the sum of the directions moved: 

 

Blue 
Direction 

Red 
Direction 

Sum 

(s) 

Fitness   

+ (s/6) 

U U 2 + 0.33 

U D 0 + 0 

U N 1 + 0.16 

D U 0 + 0 

D D -2 - 0.33 

D N -1 - 0.16 

N U 1 + 0.16 

N D -1 - 0.16 

N N 0 + 0 

 

The following table shows how the rule probabilities may change over 5 time steps:  

 

Time Blue 
Direction 

Red 
Direction 

Sum 

(s) 

Fitness 

+ (s/6) 

Blue 
Up 

Blue 
None 

Blue 
Down 

Red 
Up 

Red 
None 

Red 
Down 

0 - - - - 0.33 0.33 0.33 0.33 0.33 0.33 

1 D N -1 - 0.16 0.41 0.41 0.16 0.41 0.16 0.41 

2 U D 0 + 0 0.41 0.41 0.16 0.41 0.16 0.41 

3 U U 2 + 0.33 0.75 0.25 0 0.75 0 0.25 

4 N D -1 - 0.16 0.84 0.09 0.09 0.84 0.09 0.09 

5 U D 0 0 0.84 0.09 0.09 0.84 0.09 0.09 

 

After 5 time-steps we can see that the desired directions (up) for each item have a 

significantly higher probability than the other directions. These rules will get chosen more 

often, increasing the fitness of the system and so reinforcing their own probabilities of being 

chosen. 
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3.4. Full evolutionary algorithm used in neural net analysis & bee neuron 
experiments 

3.4.1. Without constraints 

The ‘bee neuron’ application does not have the aesthetic constraints of atom world, in that we 

do not have to consider a smooth flow of imagery.  Implemented in Matlab, we build the 

system feedback mechanism to discover the global-maxima of a trained neural net on some 

simple imagery. Without these aesthetic constraints we were allowed to implement a full 

evolutionary algorithm which included mutation and crossover in the usual way. 

Imagery 

The specifications of this application are relatively straight forward. Images were 6 x 6 pixels 

(36 pixels in total), with each pixel taking one of 8 states: 

 

 R G B 

1 255 0 0 

2 255 0 255 

3 255 255 0 

4 255 255 255 

5 0 0 0 

6 0 0 255 

7 0 255 0 

8 0 255 255 

  

 With 36 pixels taking only 8 states, the number of possible permutations of images is in the 

order of 3x1032, which is several orders more than the total number of grains of sand 

estimated to occupy the earth’s beaches. 

Neural Net 

The NN (described in the design section) is trained on 10000 randomly generated images, 

and using back-propagation, is taught to output a value in the range 0 – 1, representing how 

close the input is to a desired target image (i.e. 1 being perfect, 0 being the opposite image). 

Evolution method 

We initialized a population of 100 randomly generated images. Each image was shown to the 

trained NN and assigned a fitness by it. We then used standard evolutionary techniques to 

1 4 6 

2  7 

3 5 8 
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generate a new population based on these fitnesses. Several evolutionary selection 

techniques were implemented, included Roulette, Elite, Rank, Scaling and K-Tournament. 

This process was repeated until the target image was found or the population fitness reached 

a satisfactory predefined threshold. 

3.5. Implementation of evaluation devices 

3.5.1. Neural net 

The neural network is used to model the bee brain. The experiment is detailed in Section 5 – 
Results. 

 

 

 

 

 

 

 

Figure 12: Neural net implementation schematic 

 

We create a generic NN with the following specifications: 

 

• Input layer 

o Default (6 x 6 pixels) x (3 RGB) = 108 

o Inputs will be in the range [0,1] 

 

• Hidden layer 

o Default 25 nodes 

o Standard sigmoid activation function 

 

• Output layer 

o 1 in the range [0,1] 

o To ensure a linear mapping; Sigmoid function: x = 1/20  

 

• Learning 

o Standard Back-propagation Algorithm 

o Learning rate: 0.8 (Default) 

 

A Neural Network (NN) that is trained to assign a low RMS to one or several images will 

provide a fitness landscape unlike one purely based on a smooth RMS error. By having a 

36 inputs Hidden layer: 25 
nodes 

Trained (back-prop) 
on some image: 

Output: fitness 
rating 

(6 * 6, binary RGB – 8 
states) 

“Electrode” 
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mechanism (non-human) that we understand as being sufficiently complex (i.e. have several 

local-maxima) we can test the system to discover how effective it is at finding a global-

maxima, and discover any shortfalls in its efficiency and effectiveness in comparison to other 

techniques (such as traditional evolutionary algorithms). 

3.6. Implementation of response  

3.6.1. RMS Error function (simple landscape) 

The simplest stimulus response is provided by calculating the root mean squared error of the 

trial solution from the goal: 
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Where:  

yxC ,
 =  Current trial solution pixel intensity in the Red, Green & Blue 

directions at point x,y 
 

And:   

yxT ,  =  Target pixel intensity in RGB directions at point x,y 

3.6.2. Galvanic Skin Response 

 

The GSR meter used in these tests translates galvanic skin resistance into an audio tone, 

which is to be translated into fitness. An increase in frequency maps to an increase in stress. 

If, for example, we want to maximise the users stress, any changes (applied rules) that cause 

an increase in frequency, will increase in probability (and hence have a higher fitness).  

 

The audio packets being fed into the computer via the microphone port are broken up into 

discrete chunks. The frequency is then calculated for each chunk by calculating the number of 

peaks in the wave-form; more peaks = higher frequency. If we want the system to produce 

imagery that maximizes frequency for example, throughout a run, a set of chosen rules will at 

say time t = 10 cause an increase in GSR (hence a higher frequency), the probability of these 

chosen rules are then increased according to the magnitude of that change, therefore having 

a higher probability of being chosen at time t = 11, and the probability of the other rules in the 

bag that were not chosen decrease a proportional percentage (see section 3.3.3 Bag 

Method Walkthrough). 
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This technique is similar to a common use of Fourier transforms and Power spectrums used 

find the frequency components of a signal buried in a noisy time domain signal.  

 

It is difficult to identify the frequency components by looking at a noisy signal, however, 

converting to the frequency domain, the discrete Fourier transform of the noisy signal is found 

by taking the fast Fourier transform (FFT). The power spectrum, a measurement of the power 

at various frequencies, is then calculated allowing us to identify the frequency that we are 

interested in which has the most power (i.e. the frequency of a noisy GSR audio signal). 



   36 

 
4. Testing 

4.1. Testing methodology – program testing 

For a complete software examination, both white box and black box tests are required, and 

definitions of each testing methodology are included below. Only black box tests are detailed 

in this report. While white box testing is not explicitly detailed here in the form of control flow 

graphs (time limitations too restrictive for this to be practical) care was taken to ensure that 

code was accurate and robust. In the case of mathematical implementations (for example the 

Fourier analysis of the waveform from the GSR device) the code was checked for accurate 

calculation against mirror calculations in their original development environments. This 

ongoing checking is not presented. 

4.1.1. Definitions: Black box and white box testing 

Blackbox Testing (functional testing) 

Black box testing is a software testing technique where the internal workings of the item being 

tested are not considered by the tester. For example, in a black box test on a software design 

the tester only considers the inputs and what the expected outcomes should be and not how 

the program arrives at those outputs. The tester does not examine the programming code and 

does not need any further knowledge of the program other than its specifications.  

 

The advantages of this type of testing include: 

 

• The test is unbiased because, ideally, the designer and the tester are independent of 

each other.  

• The tester does not need knowledge of any specific programming languages.  

• The test is done from the point of view of the user, not the designer.  

• Test cases can be designed as soon as the specifications are complete. 

 

The disadvantages of this type of testing include:  

 

• The test can be redundant if the software designer has already run a test case.  

• The test cases are difficult to design.  

• Testing every possible input stream is unrealistic because it would take a inordinate 

amount of time; therefore, many program paths will go untested. 
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White box testing (structural testing) 

White box testing is a software testing technique whereby explicit knowledge of the internal 

workings of the item being tested are used to select the test data. Unlike black box testing, 

white box testing uses specific knowledge of programming code to examine outputs. The test 

is accurate only if the tester knows what the program is supposed to do. He or she can then 

see if the program diverges from its intended goal. White box testing does not account for 

errors caused by omission. 

 

As noted above, for a complete software examination, both white box and black box tests are 

required. However, all of the experiments performed in the next section can be classified as 

black box tests, since explicit knowledge of the software is not required in each case. 

4.1.2. Parameters within which we are testing – system limitations  

For (mainly) computational complexity reasons, the system has been tested within the 
following boundaries: 

 

 

Between 1 and 8 

Between 10 and 10,000,000 

Between 2 and 20 

Between 0.00001 and 10 

Between 10 and 500 

Any Value 
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4.2. Testing methodology - system testing 

4.2.1. The complete testing strategy: defining the foci of the demonstrations 

 

4.2.2. Testing and evaluating the adaptive algorithm  

DEMO 1: We demonstrate that our simplest adaptive algorithm (The Bag Method) can 
discover a well defined goal in a smooth fitness landscape 

Rationale 

The purpose of the experiment is to demonstrate the bag method works as expected, initially 

in a simplified landscape that we believe should theoretically pose no problem to the 

algorithm. 

 

System Schematic 
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Test Procedure 

• The Bag algorithm, without crossover or mutation, is used 

• The system is given freedom to adapt in 1, 2, 3 and n dimensions separately 

• A 10 x 10 target matrix is defined. The matrix is appropriate to the number of 

dimensions of freedom given to the algorithm. 

• In 1D the target is All Black. 

• 2D we implement an actual target finding mechanism (but this is just the same as 

movement on a 2 colour plane). 

• In 3D the target is a homogenous colour in RGB space (All Blue). 

• In nD we define some basic, non- homogenous structure in RGB space (in this case 

Half Red, Half Blue). This is in effect two independent targets in 3D space – 

equivalent to 6D. We consider the ability of the system to succeed in this task 

demonstrates it’s ability to discover any target image of any structural complexity. 

• The fitness response is RMS Error - this provides a smooth fitness landscape, in 

which a simple hill-climber should be able to succeed. 

• The system has the freedom to generate any image pixel by pixel, with the only 

constraint that the evaluation device adheres to the “one-shot” evaluation principle 

described in the last section. 

Results 

Figure 13: 1D 

  

       

 

 

 

 

 

 

 

 

Figure 14: 3D 

 
 
 

 

 

 

 

 

Starting state – Average pixel 
value: 0.5 (greyscale) 

End state – Average pixel value: 
0.012 after 600 iterations  

Starting state – Average pixel 
value: (0.5 0.5 0.5) 

End state – Average pixel value: 
(0.07 0.1, 0.93) after 600 iterations 
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Figure 15: 6D 

  

      

 

 

 

 

 

 

 

 

Validity of demonstration 

We are satisfied that the bags perform as expected and are able to reliably discover complex 

(nDimensional) targets in a smooth fitness landscape. 

 

DEMO 2: We demonstrate that our simplest adaptive algorithm (The Bag Method) 
cannot (or is unlikely to) discover a well defined goal in a more complex fitness 
landscape 

Rationale 

We show that as the landscape becomes more complex, the implementation of the Bag 

method driving the simple pixel-by-pixel manipulation of the visual stimulus is unlikely to 

succeed. This provides a justification of the need for a fully evolutionary algorithm if a 

complex fitness landscape (like the one we anticipate GSR will produce) is to be used. 

 

System Schematic 
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Starting state – Average pixel 
value: (0.5 0.5 0.5) 

End state – Average pixel value: 
(0.96 0.1, 0.09) , (0.04, 0.07, 0.91),  
2500 iterations 
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Test Procedure 

• The Bag algorithm, without crossover or mutation, is used. 

• The system is given freedom to adapt in 3 and n dimensions. 

• A 10 x 10 target matrix is defined. 

 

A more complex fitness landscape is defined in the matrix evaluation. The qualitative form of 

this landscape is as follows: 

 

 

 

 

 

 

 

 

Figure 16: Graph showing qualitative fitness landscape used for complex fitness trials 

 

100 trial runs are performed at randomly initialised starting points. If the system is able to 

escape local maxima, it will always converge to the one fittest solution (in this case Green). 

Trials were allowed to run for 3000 iterations – solutions typically converge after ~300. 

Results 

Approximate 
average (RGB) 

(0.9 0.1 0.1) (0.1 0.9 0.1) (0.1 0.9 0.1) 

Colour Red  Green  Blue 

% trials 
converging to 
this average 

30% 38% 32% 

 

Table 2: Results of complex fitness landscape trials 

Fitness 

Search 
space 

Fitness landscape 

R G B 
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Validity of demonstration 

The approximately equal number of final states (R,G,B) shows the Bag method, as it stands, 

gets stuck in local maxima and is unable (or at least highly unlikely) to break out of them. We 

must implement full evolution if we rquiee the system to find global maxima in complex fitness 

landscapes. 

 

DEMO 3: We demonstrate that a fully evolutionary algorithm can discover a well 
defined goal in a more complex fitness landscape – i.e. it is able to break out of the 
local maxima introduced in the last experiment 

Rationale 

This experiment shows the success of a fully evolutionary system when presented with 

complex fitness landscapes.  

 

System Schematic 
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Figure 16: Histogram showing final states reached 

by the Bag Method over 100 trials 
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Test Procedure 

A fully evolutionary algorithm algorithm, with crossover or mutation, is used. 

Demo 2 is repeated identically, using the same fitness landscape. 

Results 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Validity of demonstration 

Given enough time, the fully evolutionary algorithm always discovers the global maximum 

(fitness = 1). The implementation of evolution allows the system to break out of artificially 

introduced local fitness maxima, but at the expense of image continuity – a key design goal 

for the full (human evaluated, GSR response) system. This algorithmic implementation will be 

used for the neural network analysis and bee neuron experiments 

 

4.2.3. Testing the adaptive algorithm & visual stimulus  

DEMO 4: We demonstrate that critters (adapting using The Bag Method) can discover a 
well defined goal in a smooth fitness landscape  

Rationale 

The purpose of the experiment is to demonstrate the critters works as expected, initially in a 

simplified landscape. 

 

Figure 16: Histogram showing final states reached 

by the Evolutionary Algorithm over 100 trials 
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System Schematic 

 

 

 

 

 

 

 

Test Procedure 

• We repeat demo 1, but using the critters to create the visual stimulus. 

• The Bag Method is used to adapt the mass of the atoms and the strengths of the 

elasto-springs. 

• The system is given the freedom to evolve in 3 dimensions. 

• A homogenous target “matrix” is defined – in this case All Red. 

• The fitness response is RMS Error, with a smooth fitness landscape. 

• The system is trailed over n runs. 

 

Results 

RMS ERROR 

 

 

 

 

 

 

 

         Time 

Figure 17: Graph of RMS Error against Time, for critters evolving in a simple landscape 

 

Validity of demonstration 

In 20 trials, the system exactly found the target (and stabilised at that point) – this is 

equivalent to the critter evolving a direction of motion and finding a point in 3D space. 

Abstracting the adaption to operate on higher level structures (I.e. on atom masses, not 

directly on the pixels) does not destroy the way the system works. Critters still do the job. 

CRITTERS 
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RMS ERROR 
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4.2.4. Testing the stimulus – evaluator – response chain 

 

DEMO 6: We demonstrate that the test response we have chosen is a measurable function of 

stimulus 

Rationale 

If we present imagery to a user that is hypothesised to result in a predictable and measurable 

psychological response across multiple users, we can use these results to determine:  

 

• A rough estimate of response magnitude. 

• The time lag between stimulus and response 

 

Knowledge of these parameters will allow us to drive the evolution of the stimulus correctly – 

matching the correct response with the correct stimulus. 

 

Our assumption is that users will respond in a psychologically distinct and reasonably 

predictable way to two very different classes of images. Consequently we compiled a small 

database of stills that portray “psychologically stressful” images and “psychologically neutral” 

images, examples of which are given below. We hypothesize that categorizing these images 

is reasonably unambiguous and that we need not offer any further justification of the 

categorisation. 

System Schematic 

 

 

 

 

 

 

4.2.5. User has prior knowledge of experimental procedure 

We need to ensure that the user exhibits a measurable response despite being able to 

anticipate the images categories: i.e. that the response does not rely solely on novelty, and is 

persistent over time. 

 

 
Human 

PRE-GEN’D 
IMAGES GSR 
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Test Procedure 

User preamble as follows: 

• “You will be shown a series of images. Please look closely at each image, think about 

what is taking place, and how you feel about it. Try to focus on the image being 

displayed to you and what it depicts.“ 

• Display five neutral images to gain a baseline reading. 

• Images change every 5 – 10 seconds, with the duration randomised to avoid “change 

anticipation” peaks in GSR. 

• The images are picked at random from the neutral and stressful categories.  

• GSR is measured and correlated with image changes / categories. 

Validity of demonstration 

The user may not respond to the image being displayed; his emotional state will almost 

certainly be affected by images viewed previously. For this reason, we believe the transition 

from the neutral sequence of images to the first stressful image will offer the clearest reading 

of a psychological state change, particularly in the “no prior knowledge” experiments. We also 

believe that the fact that the user has no anticipation of the stressful images to be viewed will 

amplify the emotional response to the first one or more images. Further, we believe (and 

there is a good deal of work in the public domain to support this) that a neutral to stress 

response manifests itself much more quickly in GSR than a stress to neutral response. We 

would consequently expect to see steep jumps in response to a stress image and shallower 

dips in response to a neutral image. Finally, we would expect to see evidence that the user 

becomes increasingly desensitised to the stressful images over time: consequently there will 

be a further decrease in response to the images as the experiments progress. 

Results 

        

Participant 1     Participant 2 
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Participant 3     Participant 4 

 

From the results we were not able to determine a clearly identifiable lag value. The 

participants reacted to the imagery in a variety of ways, from a highly erratic to a no 

determinable response. We expect that the images were firstly not diverse enough, allowing 

the user to become desensitised to a particular category, and secondly the categorisation of 

the images was based on a value judgment of one individual, and so certain images will likely 

have a different contextual meaning, eliciting quite different responses. 
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5. Results and discussion 

In this section we present a description of two novel experiments that will be carried out using 

the system (as opposed to experiments which evaluate the effectiveness of system itself – 

see Section 4 – Testing above). Here we describe the way that the system described above 

is used to examine the stated hypotheses, and the work done to create the experimental set 

up. Sadly, we are only able to present preliminary results of these experiments in this report. 

5.1. Using the system to determine a biological brain cell’s receptive field 

Hypothesis 1: we are able to evolve images for which cells show a higher affinity than 
those currently published. 

5.1.1. Experimental design 

We wish to use the system to determine a brain-cell’s receptive field – defined as both the 

spatial region and the quality of the stimulus to which a cell responds. A brief explanation of 

how this idea might be implemented follows. 

 

 

Figure 18: Schematic of honeybee visual system 

 

• A honeybee’s head is securely fixed and the head capsule opened so that access to 

the brain can be gained. 

• An exo-cellular electrode is then placed in the brain, and is able to pick up electrical 

activity from a small group (5 or 6 cells) of neurons. 

• The output of a single cell from the recordings from this small group can be isolated 

using a simple signal processing software package, as the waveforms contain 

characteristic spikes belonging to individual cells (due to differing cell physiology) and 

the spikes are heavily influenced by the distance between them and the electrode. 

Neurons Eye Spatial field Possible structural 
stimuli 
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Figure 19: Schematic of visual stimulus presentation to captured neuron 

 
 

• It is obviously important that bees are undamaged in the process, so that they are 

able to respond to stimulus in a normal way, and this can be shown by returning the 

bee to the hive after the process (plugging the hole in it’s head first). The bee is able 

to live normally for several days. 

• The head of the bee can be held reliably for up to 6hrs before the muscles in the 

head move the neurons sufficiently far from the electrode to make recording 

impossible, with images presented to the bee neuron at a rate of the order of 1 per 

100msec. 

5.1.2. Results 

We have not yet performed this experiment at the time of writing. The Bee neuron and spike 

counter are being prepared in the wet lab, and the experiments are forecasted to take place 

during August. 

5.2. Using the system to analyse hidden nodes in a neural network 

Hypothesis 2: The system can be used to explicitly analyse each individual node in a 
complex trained neural network. 

5.2.1. Experimental design 

• Train a neural net to have affinity for specific output (6*6 8 state image matrix) 

• Examine the response of a single node in the hidden layer to images presented to the 

whole network 

• Using the fully evolutionary system described above, evolve the image matrix to 

maximise the response of each node separately 

 

Electrode Stimulus 

Neuron 

Neuron 
Response 

Presentation of 
stimulus: 
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Figure 20: Schematic of neural net & training image 

5.2.2. Results 

We have constructed a neural network for this purpose and trained it to respond to simple 

images.  

 

As a preliminary test, we evolve the image matrix to maximise the response of the entire 

network (rather than just one node), since we know what the resulting target image should 

look like (exactly like the image on which the net has been trained). 

 

The results of this preliminary test are presented below: 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

36 inputs Hidden layer: 25 
nodes 

Trained (back-prop) 
on: 

Output: fitness 
rating 

(6 * 6, binary RGB – 8 states) “Electrode” 
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Time (runs) 

Figure 20: Fitness v Time: Average & Best in Pop  
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Neural network trained on:        Sample final population member: 

 

 

 

 

 

 

 

  Figure 21      Figure 22 

 

So we are able to verify that the whole system works as expected 

Now a single node is selected for analysis (maximising output of node 2 in hidden layer), and 

the system evolved to maximize the output of this single node. 

 

The results of these experiments are presented as follows: 

 

Figure 23: Fitness v Time: Average & Best in Pop 
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Figure 24: Evolved fittest images (sample of best in population): randomly initiated neural net 1 – trained on 
example image shown above 

  1       2          3 

 

 

 

 

 

 

 

Figure 25: Evolved fittest images (sample of best in population): randomly initiated neural net 2 – trained on 
same example image shown above 

  1       2          3 

 

 

 

 

 

 

 

We see that the initiation of the net is important to the affinity of the node, and despite being 

trained on identical images, the same node in a network has different affinities in each of the 

two experiments shown here. We also see that a single node contains a great deal of the 

information contained in the training image – particularly in experiment 2, where the training 

image can be clearly identified in the evolved maximum fitness images 
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6. Conclusions 

6.1. Introduction 

The requirements of the project were to create an interactive art installation where the visual 

stimuli could influence the human observer and the human observer could sub-consciously 

influence the visual display. 

 

In order for this goal to be achieved a system that can generate visual stimuli, a system that 

can monitor and observe the human user and a system that can use the data from the human 

observation to influence the visual stimuli all had to be constructed. The human has to be 

monitored to ensure that the visual display is producing the desired effect.  

6.2. Project accomplishments with respect to original goals 

6.2.1. Summary of goals with respect to project aims 

Our stated aims at the start of the projects were as follows: 

Create a prototype evolutionary system that:  

Is able to take, as its input, physiological bio-metric data  

Assigns a fitness to the systems state change, based on this data  

Changes a visual stimulus to maximise/minimise the input Partially 

Achieved 

Runs and evolves in real-time  

Is ‘open-ended’  

Generates a population and assigns fitness to satisfy the ‘one shot’ evaluation 
ability of a human 

 

 

Discussion 

The system that monitors the human observer is made up from a hardware component that 

actually reads the physiological response of the user and a software module that formats and 

interprets the data from the hardware device.  

 

We have shown in principle that the system correctly maximises/minimise the response of an 

input with a smooth fitness landscape. Only minimal test to investigate the evolutionary 
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capacity of the critters has been done, and we are some time away from testing the systems 

validity on a human.  

 

Create a visual stimulus that satisfies the resident artist’s requirements, i.e.: 

The imagery has to be spatially and temporally continuous  

The imagery must be driven by some underlying structure and not be 
perceived as random 

 

The imagery must be capable of being “constrained” in some apparently 
physical way – so that it might be possible to place human like boundaries on 
stimulus 

 

Implement human like constraints on the evolution of the visual stimulus  

 

Discussion 

Sarah’s requirements for the visual stimuli were that they should be temporally and spatially 

continuous, they should be generated by an underlying pattern, but the user should not be 

able to understand this pattern from the images. Both of these requirements were met 

through the use of ‘critters’. 

 

Aim 3, that the images must be capable of being “constrained” was easily met since the 

coding of the critter structure is general enough to allow for any atom to atom connection 

possibility. This means the critter can have a human like structure and hence the images will 

be generated by simulated ‘human like’ motion.  

 

Aim 3 is to allow for certain human like constrains to be placed on the image generating 

procedure. Aim 4 is to actually implement these constrains on the critters and hence use 

human like structures to generate the images. This aim was not met due to time constraints 

but its difficulty of implementation is trivial.  

 
Create a GUI that:  

Allows Sarah a large degree of flexibility over the all default parameters of the 
system 

Partially 

Achieved 

Does not require in depth knowledge of the details of the algorithms 
underpinning the system 

 

Can be manipulated by a non-computer expert  
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Discussion 

The GUI was created which allows Sarah (or any GUI user) a degree of control over certain 

system parameters. Most important parameters are accessible via the GUI, however, there 

are a few parameters which were supposed to be accessible via the GUI but where omitted 

since significant software alterations would be required. One such section which was omitted 

from the GUI is an option that allows the user to graphically specify the structure of the critters 

involved, i.e. decide which atoms should be connected to which other atoms. 

 

Since Sarah does not come from a computer based background her comments and ideas 

about the design of the GUI were very useful and hence the GUI can easily be used by a non-

computer expert. The internal workings of the algorithm are completely removed from the GUI 

and hence the GUI user does not need any understanding of the internal algorithm 

complexities. 

 
In addition, as part of the project we would like to:  

Satisfy ourselves that the algorithm works in a predictable and repeatable way 
under certain controlled conditions (despite the fact that this is not how the 
system will be used) 

 

Satisfy ourselves that the introduction of the visual stimulus does not alter the 
efficacy of the algorithm (i.e. ensure that the theoretical basis for the evolution 
of imagery is sound) 

 

Satisfy ourselves that the input we choose can, in principle, be affected by the 
stimulus we have created 

 

 

Discussion 

There are many different physiological responses that could be monitored for our project, at 

the moment the evolution engine is constructed so that these responses are moved away 

from the base line. The direction of this motion is not specified, at one time the physiological 

response could be maximised while at some other time the physiological response could be 

minimised. 

 

This approach works well when only one response is measured, or when several independent 

responses are measured. A potential problem could occur when several physiological 

responses are measured and when these responses are coupled. The engine might decide to 

minimise response A and maximise response B. If A and B are linked so that an increase of A 

means that there will also be an increase in B and it will be problematic for the system to find 

a solution. 
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The experiments designed to determine whether the GSR devise provides a measurable and 

reliable physiological set of data was unsuccessful. As discussed, we determined that the 

discrepancy of between various users was due to a number of factors including 1. the user 

becoming desensitised to a particular image category, 2. the categorisation of the images was 

based on a value judgment of one individual, and so certain images will likely have a different 

contextual meaning, eliciting quite different responses. Although there a large body of 

evidence to support that imagery (non-abstract) does initiate changes in stress, we were 

unsuccessful in reproducing the same results.  

 

A significant amount of work has been done on the relationship between colour and human 

response, and it is this relationship coupled with the Gestalt human-like moments that Sarah 

and Beau will be investigating during the next 2 years. 

 

We are satisfied, however, that the mechanism to evolve a stimulus that affects an input, 

works in the manner that is expected and successfully takes the state of that input to a 

desired target. 

6.2.2. Summary of goals with respect to engD project requirements 

The stated requirements of the EngD project are as follows: 

 

EngD project requirements:  

1. “The project should entail a novel piece of application or environment 
construction, serving the purpose of a specific user group” 

 

2.  “Implement a working virtual environment system”  

3. “Provide experience of R&D work within a multidisciplinary environment”  

 

4. “[There should be] an emphasis on a thorough design followed by 
implementation and evaluation” 

 

5.  “evaluate the system from a scientific or usability engineering viewpoint”  

 

6. “[Allow students to] apply techniques learned throughout the programme”  

 

Discussion 

Requirements 1&2: There are many aspects of the application that use novel methods to 

solve practical issues while there are also novel uses of standard technology. Algorithmically, 
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we believe the Bag Method to be a novel way to evaluate the fitness of multiple separate 

movements in search space; visually, we believe the critters and their movement in RGB 

space to be a novel visual paradigm, and we believe the affective feedback loop of the 

system overall to be novel in itself. The system constitutes a working virtual environment 

system, which has been demonstrated to academic staff. 

 

Requirement 3: The group is composed of Daniel Hulme, a computer scientist with an interest 

in evolutionary computing, Rich Clarke, originally a physicist with a current interest in virtual 

environments and evolutionary computation, David Malkin an electronic engineer with an 

interest in modelling physical concepts and Sarah Rubidge a visual artist with an interest in 

subconscious physiological responses due to visual stimuli. Additionally, our project 

supervisor is Beau Lotto, a visual scientist specialising in ambiguous visual stimuli in relation 

to evolution theory. 

 

Requirements 4 & 5: We hope that we have shown the system was designed according to a 

well understood brief – at a high level from the Wellcome trust, and more specifically from the 

collaborating artist, Dr. Sarah Rubdige. Multiple possibilities for the design of the visual 

stimulus were considered, from direct pixel manipulation, to control point warps, to the final 

Atom world design. In addition, the algorithm itself was designed from scratch in order to 

satisfy the constraints of the visuals. The final approach has been implemented and evaluated 

comprehensively (see section 4 Evaluation & Testing). In addition, this overlaps with our 

own goals of requiring the system to work in a predictable and repeatable way (see section 

6.1.1 Summary of goals achieved and not achieved with respect to project aims) 

 

Requirement 6: Through the course of the project, the following techniques, amongst many 

others, were used. Each of these techniques comes directly from an EngD course that one or 

more of the members of the team had attended this year: 

 

Course Technique 

Image processing Control point polynomial warps 

GMV OpenGL, Bezier-surfaces 

Evolutionary systems  Genetic algorithms, Hill-climber, Cellular automata 

nDSP / MMAI Fourier Analysis, Power spectrum 

 

We believe, therefore, that the general requirements of the EngD group project have been 

satisfied by this choice of project. 



   58 

6.3. Conclusions 

This piece of work considered the design of an evolutionary/adaptive system that was to be 

used to drive the direction of visual imagery by using a viewer’s biometric data. The system 

was required to be general enough to take any input and produce any output; in the work 

presented here, we used GSR (Galvanic Skin Response) as a test fitness response, and 

consider only a visual stimulus as an output. 

 

Chapter 1 demonstrated the motivation for the system and placed the work in the context of 

current methods used to monitor emotional states and, more generally, affective computing. A 

clear statement of the aims of the project was made, and the reader was introduced to the 

principles of some relevant evolutionary and bio-feedback techniques that are appropriate to, 

and required to understand, this project. In addition the efficacy and/or limitations of these 

techniques in analogous problem areas was discussed. 

 

The proposed architecture of the overall system was developed in Chapter 2, and the most 

appropriate algorithmic and trial stimuli choices discussed with respect to the requirements 

capture. 

 

Chapter 3 detailed the specifics of the system implementation, justifying the development 

environment choices and the algorithmic design of The Atom World, The Bag Method, and 

the full evolutionary algorithm. In addition we present the design of the Neural Net work to be 

used in Chapter 5. 

 

We demonstrated the full testing methodology in Chapter 4, and in doing so showed that the 

Bag Method algorithm is effective in smooth fitness landscapes, but was unable to break out 

of local maxima in its simplest implementation. We thus demonstrated the need for a full 

evolutionary algorithm if a global maxima was to be found (as is the case with the receptive 

field experiments in the next chapter). 

 

In Chapter 5 we introduced the reader to the proposed experiments using the system to 

discover the receptive field of a bee neuron. We were unable to present any results at the 

time of writing this report, but outlined and justified the experimental design. We hope that it is 

clear why the system developed here is a key part of performing these experiments. We also 

presented some preliminary results from our attempt to model the bee brain and neuron 

analysis by using a neural network. Again, time stopped us from drawing significant 

conclusions from this work, though we believe we demonstrated a robust proof of concept. 

 

Finally, we critically examined the extent to which we met the project objectives, and 

concluded that, with certain notable caveats, to a great extent these have been achieved. 
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6.4. Further work 

Human-like constraints 

One requirement was to consider the representation of ‘human-like’ movement, as this is the 

foci of Sarah’s investigation. We have designed a mechanism providing a facility for critters to 

exhibit human-like movement, however due to the time constraints of both Sarah and the 

project, this has not yet been implemented. Sarah is currently investigating the various 

element of the prototype, and will be reporting the results so that we have a clearer idea of 

the visual constraints of the final deliverable. 

GUI design 

The GUI will be extended to include the design of the ‘human-like’ critters, as well as a 

number of other parameters that Sarah would like implementing. The GUI is simplistic and 

intuitive, but does requires a richer array of ‘interactive parameter changing objects’, such as 

slide bars, giving the user more freedom and control over the imagery. 

Co-evolution 

An experiment to demonstrate the open-endedness of the system is to construct a scenario 

where two atom worlds co-evolve. Due to the nature of the non-linearity of critters and the 

evolutionary mechanism the exhibited behaviour and resulting state of the two worlds we 

would expect to be non-deterministic. This experiment was designed during the late stages, 

and the implementation of it would be a strain on resources due the significant code changes 

that we would have to make. 

NN experiments 

Training a NN to calculate the RMS between a randomly generated image and a desired 

target image, and then to apply the evolutionary system to find that desired target image has 

been fully archived.  However, we are still in the preliminary stages of using the system in an 

attempt to understand the ‘building blocks’ of a neural network.  

Bee experiments 

The system is in place and is ready to use for the Bee experiments. That is, the evolutionary 

mechanism and visualisation has been tested on an artificial neuron (neural network). The 

Bee neuron and spike counter are being prepared in the wet lab, and the experiments are 

forecasted to take place during August. 
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8. Appendix 

8.1. Project Management [10] 

8.1.1. High level milestones 

8.1.2. Schedule 

Stage 1: Development   

During this stage we will begin to develop the software interface (using A-Life and 

evolutionary computation techniques) for the installation, as well as the source imagery. 

Galvanic skin responses will be the measured physiological response. Evaluation during this 

time will focus on the technical aspects of the proposal (e.g. what kind of responses are 

elicited from the imagery, if the latter needs to be modified to strengthen these, etc.)  

Computer Interface 

Develop open-ended evolutionary computation-based, interactive, evolvable computer 

interface.  

 

Milestone Duration Due date Approx time 

Select Supervisor & Project Area 

An investigation into possibly interesting project 

areas and appropriate supervisors. 

2 wks 12th Jan 60 hrs 

Inception 

Determine a specific project area and decide on 

the scope and various feasible solutions. 

2 wks 30th Jan 60 hrs 

Elaboration 

To begin formally designing the project and 

possibly develop prototypes to evaluate feasible 

solutions. 

4 wks 29th Feb 120 hrs 

Construction 

Implement the design into a fully working system. 

8 wk 30th Apr 240 hrs 

Investigation 

Analyse and evaluate the results of the project. 

Produce a conclusion and suggest future 

development. 

8 wks 30th Jun 240 hrs 
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Digital imagery 

Develop the basic digital imagery to be used in the installation. 

Testing 

Initial testing of directly measured physiological responses to basic imagery/colours 

Stage 2: Installation  

During this stage the physical component that senses the observers will be designed, built, 

and incorporated into the A-Life, evolvable interface. Input responses will be based on arousal 

in secondary erogenous zones measured using a ‘costume’ made from ‘intelligent textiles’ 

(which transmit and receive electronic data through the use of metal conductor yarns and 

attachment of micro-sensors onto or into the material.) The dimensions of the ‘built’ 

environment, which will constitute the projection surfaces and shape the viewing space will be 

developed concurrently. As well as having an aesthetic function this environment will enable 

us to standardise the environmental conditions in which the interface operates.  

 

We will proceed with the ongoing evaluation during the course of Stage 2 by presenting 

prototypes to experts in science, art and performance to gain an insight into the potential 

range of physiological and experiential responses the installation affords. The information 

gained will be evaluated and the systems and/or imagery refined accordingly. 

Observer Interface 

Develop observer interface, and refine imagery accordingly. 

Installation Environment Architecture 

 

Design and construct mock-up of installation environment architecture. 

Further Testing 

Proceed with further tests on physiological responses using smart materials in controlled 

spatial conditions. 

Stage 3: Creating in situ installations  

We are seeking to site the installation in Science Centres as well as more conventional art 

spaces. Glasgow Science Centre has expressed an interest (in principle) in hosting the 

installation. The Jerwood Space (SOON) and The Otter Gallery in Chichester have also 

expressed an interest in principle. It will also be submitted for exhibition at both national and 

international digital art and/or dance festivals/exhibitions (Monaco Dance Festival, Ars 

Electronica, Siggraph, etc). 

Venue Installation 

The installation will be presented to the general public in two or more venues.  
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8.1.3. Gantt Chart 

 

8.2. Documentation 

8.2.1. Requirements 

Hardware (recommended minimum) Software 

CPU:   500Mhz Windows 98, 2000, XP 

RAM:   256MB OpenGL Libraries 

HDD:   20MB free space MS Visual C++ (for source code) 

 Resolution 1280 x 800 
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8.2.2. User manual 

GUI Guide 

 

Choose which world to run 

Choose the input devise: 

Human: GSR 

Artificial: RMS 

Manual: Keyboard 

Atom & Mocap World Variables 

Choose a Mocap file to run 

Save the results to a file 

Initialize a background colour 

Run the System 

Atom & Mocap World Zoom 
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World chooser 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Black & White World Complex Colour World 

2D Navigation World 

Atom World Mocap World 
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Variable Guide 

Several variables (such as ‘Bowl’, ‘Decay’, ‘Speed’, etc), still need to made available. 

 

 

 

 

 

 

 

 

State the number of Critters 

State the number of Atoms 

each Critter should have 

This variable effects the 

magnitude that an atom has 

on the colour canvas  

Alter the size of the canvas 

with respect to the Critter 

State the initial Atom mass 

Switch atom friction on and 

off. Friction takes energy out 

of the system 

Turn on/off the visualisation 

of the Critters 
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8.2.3. Design documents 

Matlab code for neural network analysis and bee neuron experiments. We have not included 

a full listing of the C++ source code for the several worlds created, due to space constraints. 

We are happy to make a CD available if examination of the code is necessary. 

 

 
%------------------------------------- 
% WHITE NOISE 
%------------------------------------- 
% function produces white noise 
function WhiteNoise()   
 
% RGB colour resolution 
global RESOLUTION 
RESOLUTION = 2   ;     
 
% number of runs 
global RUNS 
RUNS = 1000 ; 
 
% number of runs 
global SCALE   
SCALE = [700 700] ; 
 
% size of the population 
global POPULATION_SIZE 
POPULATION_SIZE = 100 ; 
 
% pixels 
global IMAGE_SIZE 
IMAGE_SIZE = 6 ; 
 
% stores the population 
global population 
population = 
zeros(POPULATION_SIZE,IMAGE_SIZE,IMAGE_SIZE,3) ; 
 
% stores the fitnesses for each member 
global fitness 
fitness = ones(POPULATION_SIZE,1) ; 
 
% the target image R G B 
global ideal 
ideal(:,:,1) = ... 
    [ ... 
        0 0 0 0 0 0 ; ... 
        0 0 0 0 0 0 ; ... 
        0 0 1 1 0 0 ; ... 
        0 0 1 1 0 0 ; ... 
        0 0 0 0 0 0 ; ... 
        0 0 0 0 0 0 ... 
    ] ; 
 
ideal(:,:,2) =  ... 
    [  ... 
        0 0 0 0 0 0 ; ... 
        0 0 0 0 0 0 ; ... 
        0 0 1 1 0 0 ; ... 
        0 0 1 1 0 0 ; ... 
        0 0 0 0 0 0 ; ... 
        0 0 0 0 0 0  ... 
    ] ; 
 

ideal(:,:,3) =  ... 
    [  ... 
        0 0 0 0 0 0 ; ... 
        0 0 0 0 0 0 ; ... 
        0 0 1 1 0 0 ; ... 
        0 0 1 1 0 0 ; ... 
        0 0 0 0 0 0 ; ... 
        0 0 0 0 0 0  ... 
    ] ; 
 
% learning rate for BackPropagation 
global RATE 
RATE = 0.3 ; 
 
% Number of hidden nodes 
global HIDDEN 
HIDDEN = 25 ; 
 
% Initialized input too hidden weights 
global i_h 
i_h = randn(IMAGE_SIZE*IMAGE_SIZE, HIDDEN)  ; 
 
% Initialized hidden too output weights 
global h_o 
h_o = randn(HIDDEN, 1)  ; 
 
% Learning process 
for z = 1 : 10000 
     
    % Noisy target 
    mutant = mutate(ideal,rand(1,1)) ; 
     
    % Get NN response 
    [ai,ah,xo,xi,xh] = getOutput(mutant) ; 
     
    % Calculate the correct response 
    rm = rms(mutant, ideal) ; 
     
    % Teach the NN 
    learn(rm, ai, ah, xo, xi, xh)  ;   
     
    % Save for plotting 
    b(z) = (rm-xo) ; 
end 
 
[x,y] = size(b) ; 
% Plot (and save) learning progress 
figure(1) ; 
z = plot(1:y,b) ; 
title('learning') ; 
xlabel('run') ; 
%saveas(z, strcat(num2str(RATE), '-learning.jpg'),'jpg') ; 
 
% Initiate the population 
initPopulation(0) ; 
 
% Run the evolution 
for r = 1:RUNS 
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    for c = 1:POPULATION_SIZE 
         
        %outputPCX(r,c) ; 
        temp(:,:,:) = population(c,:,:,:) ; 
        [ai,ah,xo,xi,xh] = getOutput(temp) ; 
        updateFitness(c,xo) ; 
         
    end 
     
    yplot(r) = populationFitness(0) ; 
    zplot(r) = fittest(0) ;     
    renewPopulation(0) ;  
     
end 
% Plot (and save) the overall population fitness 
figure(2) ; 
z = plot(1:RUNS,yplot,1:RUNS,zplot) ; 
title('population fitness') ; 
xlabel('run') ; 
%saveas(z, 'pop-fitness.jpg','jpg') ; 
 
% Output the population 
%populationSave(0) ; 
fittestSave(0) 
%-------- [END] WHITE NOISE 
 
%------------------------------------- 
% GET OUTPUT 
%------------------------------------- 
% NN OUTPUT givent a stimuli 
function [ai,ah,xo,xi,xh] = getOutput(stim) 
global RATE HIDDEN i_h h_o IMAGE_SIZE 
 
% stim - input 
stim_unbinary(:,:) = (4*(stim(:,:,1))) + (2*(stim(:,:,2))) + 
((stim(:,:,3))) ; 
 
xi = reshape(stim_unbinary, (IMAGE_SIZE*IMAGE_SIZE), 
1) ; 
ai = xi ; 
 
xh = zeros(1,HIDDEN) ; 
 
for x = 1 : HIDDEN  
    for y = 1 : IMAGE_SIZE*IMAGE_SIZE 
        xh(1,x) = xh(1,x) + (i_h(y,x) * ai(y,1)) ; 
    end 
     
    ah(x,1) = 1/(1+exp(-1*xh(1,x))) ; 
end 
 
xo = zeros(1,1) ; 
% hidden - output 
for x = 1 : HIDDEN   
    xo = xo + (h_o(x,1) * ah(x,1)) ; 
end 
 
xo = 1/(1+exp(-(1/20)*xo)) ; 
 
%-------- [END] GET OUTPUT 
 
%------------------------------------- 
% LEARN 
%------------------------------------- 
% Back Propogation 
function learn(rm, ai, ah, xo, xi, xh)  
global RATE HIDDEN  i_h h_o IMAGE_SIZE 

 
output_error = (rm-xo)*xo*(1-xo) ;  
 
for x = 1:HIDDEN 
    delta_hidden(x,1) = (output_error * h_o(x,1)) * (ah(x,1)*(1-
ah(x,1))) ;  
end 
 
for x = 1 : IMAGE_SIZE*IMAGE_SIZE 
    for y = 1 : HIDDEN 
        i_h(x,y) = i_h(x,y) + (RATE * delta_hidden(y,1) * ai(x,1)) 
; 
    end 
end 
 
for x = 1:HIDDEN 
    h_o(x,1) = h_o(x,1) + (RATE * output_error * ah(x,1)) ; 
end 
%-------- [END] LEARN 
 
%------------------------------------- 
% INIT POPULATION 
%------------------------------------- 
% initiate the population 
function initPopulation(h) 
global POPULATION_SIZE IMAGE_SIZE RESOLUTION 
population 
 
for c = 1:POPULATION_SIZE 
     
    % ---------- COMPLEX IMAGE GENERATION ------------ 
    % create a random [0,1) image [m,m,RGB] 
    %im = rand(IMAGE_SIZE,IMAGE_SIZE,3) ; 
     
    % scale each RGB to a sample 
    %im = ((fix(im*RESOLUTION))/RESOLUTION) ;    
     
    %population(c,:,:,:) = im(:,:,:) ; 
     
    % resize the image >>> 
    %im = imresize(im, 10) ; 
    %imshow(im) ;  
    % ------------------------------------------------ 
     
    % image creation - simple version >>> 
    population(c,:,:,:) = 
round(rand(IMAGE_SIZE,IMAGE_SIZE,3))  ;      
     
end 
%-------- [END] INIT POPULATION 
 
%------------------------------------- 
% RENEW POPULATION 
%------------------------------------- 
% replaces old population with a new one 
function renewPopulation(h) 
global POPULATION_SIZE IMAGE_SIZE RESOLUTION 
population fitness 
 
newPopulation(:,:,:,:) = population(:,:,:,:) ; 
 
perc = 90 ; 
repl = ceil(POPULATION_SIZE*(perc/100)) ; 
[d,i] = sort(fitness) ; 
 
for c = 1:repl 
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    % use ROULETTE WHEELE selection based on fitnesses 
    [parent1, parent2] = roulette(0) ; 
     
    % use K-TOURNAMENT selection based on fitnesses         
    %[parent1, parent2] = tournament(c) ; 
     
    % always choose FITEST selection based on fitnesses              
    %[parent1, parent2] = elite(c) ; 
     
    % always choose TOP K-FITEST selection based on 
fitnesses              
    %[parent1, parent2] = elite_lite(c) ; 
     
    newPopulation(i(c,1),:,:,:) = mutate(cross(parent1, 
parent2), 0.1) ; 
 
end 
 
population(:,:,:,:) = newPopulation(:,:,:,:) ; 
 
%-------- [END] RENEW POPULATION 
 
%------------------------------------- 
% CROSS 
%------------------------------------- 
% replaces old population with a new one 
function baby = cross(p1, p2) 
global POPULATION_SIZE IMAGE_SIZE population fitness 
 
baby = zeros(IMAGE_SIZE,IMAGE_SIZE,3) ; 
is2 = IMAGE_SIZE*IMAGE_SIZE ; 
 
r1 = reshape(p1(:,:,1), 1, is2) ;  
g1 = reshape(p1(:,:,2), 1, is2) ;  
b1 = reshape(p1(:,:,3), 1, is2) ;  
 
r2 = reshape(p2(:,:,1), 1, is2) ;  
g2 = reshape(p2(:,:,2), 1, is2) ;  
b2 = reshape(p2(:,:,3), 1, is2) ;  
 
cut = ceil(rand(1,1)*is2) ; 
 
rb(1:cut) = r1(1, 1:cut) ; 
rb(cut:is2) = r2(1, cut:is2) ; 
 
gb(1:cut) = g1(1, 1:cut) ; 
gb(cut:is2) = g2(1, cut:is2) ; 
 
bb(1:cut) = b1(1, 1:cut) ; 
bb(cut:is2) = b2(1, cut:is2) ; 
 
baby(:,:,1) = reshape(rb, IMAGE_SIZE, IMAGE_SIZE) ; 
baby(:,:,2) = reshape(gb, IMAGE_SIZE, IMAGE_SIZE) ; 
baby(:,:,3) = reshape(bb, IMAGE_SIZE, IMAGE_SIZE) ; 
 
%-------- [END] CROSS 
 
 
%------------------------------------- 
% MUTATE 
%------------------------------------- 
% mutate a member of the population 
function mutant = mutate(m, prob) 
 
mutant = imnoise(m,'salt & pepper',prob) ; 
 
%-------- [END] MUTATE 

 
%------------------------------------- 
% ELITE 
%------------------------------------- 
% replaces old population with a new one 
function [parent1, parent2] = elite(h) 
global POPULATION_SIZE population fitness IMAGE_SIZE 
 
parent1 = zeros(IMAGE_SIZE,IMAGE_SIZE,3) ; 
parent2 = zeros(IMAGE_SIZE,IMAGE_SIZE,3) ; 
 
[sorted, index] = sort(fitness) ; 
 
parent1(:,:,:) = population(index(POPULATION_SIZE),:,:,:) ; 
parent2(:,:,:) = population(index(POPULATION_SIZE-1),:,:,:) 
; 
 
%-------- [END] ELITE 
 
%------------------------------------- 
% ELITE LITE 
%------------------------------------- 
% replaces old population with a new one 
function [parent1, parent2] = elite_lite(h) 
global POPULATION_SIZE population fitness IMAGE_SIZE 
 
parent1 = zeros(IMAGE_SIZE,IMAGE_SIZE,3) ; 
parent2 = zeros(IMAGE_SIZE,IMAGE_SIZE,3) ; 
 
K = 4 ; 
choise = zeros(K,1) ; 
[sorted, index] = sort(fitness) ; 
 
choise(1:K,1) = index((POPULATION_SIZE-
K+1):POPULATION_SIZE,1) ; 
 
p1 = randint(1,1,[1,K]) ; 
p2 = randint(1,1,[1,K]) ; 
 
parent1(:,:,:) = population(p1(1),:,:,:) ; 
parent2(:,:,:) = population(p2(1),:,:,:) ; 
 
%-------- [END] ELITE LITE 
 
%------------------------------------- 
% TOURNAMENT 
%------------------------------------- 
% replaces old population with a new one 
function [parent1, parent2] = tournament(h) 
global POPULATION_SIZE population fitness IMAGE_SIZE 
 
parent1 = zeros(IMAGE_SIZE,IMAGE_SIZE,3) ; 
parent2 = zeros(IMAGE_SIZE,IMAGE_SIZE,3) ; 
 
K = 4 ; 
choise = zeros(K,1) ; 
 
for k = 1:K 
    choise(k,1) = randint(1,1,[1,POPULATION_SIZE]) ; 
end 
 
[sorted, index] = sort(choise)  
 
parent1(:,:,:) = population(index(K),:,:,:) ; 
parent2(:,:,:) = population(index(K-1),:,:,:) ; 
 
%-------- [END] TOURNAMENT 
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%------------------------------------- 
% ROULETTE 
%------------------------------------- 
% replaces old population with a new one 
function [parent1, parent2] = roulette(h) 
global POPULATION_SIZE population fitness IMAGE_SIZE 
 
parent1 = zeros(IMAGE_SIZE,IMAGE_SIZE,3) ; 
parent2 = zeros(IMAGE_SIZE,IMAGE_SIZE,3) ; 
 
% fitness scaling factor 
factor = 8 ; 
 
f = (((fitness - (min(fitness)) + 0.01) * 100).^factor) ; 
 
% cumilitive sum of fitnesses 
cumf = cumsum(f(:,1));  
 
% get biased position for parent 1 
rand1 = rand(1)*(sum(f(:,1))) ; 
 
% get biased position for parent 2 
rand2 = rand(1)*(sum(f(:,1))) ; 
 
p1 = find(cumf >= rand1) ; 
p2 = find(cumf >= rand2) ; 
 
parent1(:,:,:) = population(p1(1),:,:,:) ; 
parent2(:,:,:) = population(p2(1),:,:,:) ; 
 
%-------- [END] ROULETTE 
 
%------------------------------------- 
% UPDATE FITNESS 
%------------------------------------- 
% calculate the fitness from the spikes 
function updateFitness(c,xo) 
global fitness population IMAGE_SIZE POPULATION_SIZE 
ideal 
 
% SPIKE FITNESSES 
%[spikes] = textread('spikes.dat','%f',1) ; % read in a float 
from fil  
%fitness(c,1) = (spikes) ; 
 
fitness(c,1) = xo ; 
 
% UNIFORM WHITE 
%fitness(c,1) = 
(sum(sum(sum(population(c,:,:,:)))))/(IMAGE_SIZE*IMAGE_
SIZE*3) ; 
 
%temp(:,:,:) = population(c,:,:,:) ; 
%rm = rms(temp, ideal) ; 
%if (rm ~= 0)       
%    fitness(c,1) = (1/rm) ;       
%else  
%    fitness(c,1) =  1 ; 
%end     
 
%-------- [END] UPDATE FITNESS 
 
%------------------------------------- 
% ROUTE MEAN SQUARED ERROR 
%------------------------------------- 
% calculate the fitness from the spikes 

function rm = rms(a,b) 
 
diff(:,:,:) = a(:,:,:) - b(:,:,:) ; 
 
diff = diff.^2 ; 
 
rm = sqrt(sum(sum(sum(diff)))) ; 
 
% inverse - minimise error 
   if (rm ~=0) 
        rm = (0.9/rm) ; 
   else  
        rm = 1 ; 
   end 
 
%-------- [END] ROUTE MEAN SQUARED ERROR 
 
%------------------------------------- 
% POPULATION FITTEST 
%------------------------------------- 
% calculate the fitness from the spikes 
function y = fittest(h) 
global fitness population IMAGE_SIZE POPULATION_SIZE 
ideal 
 
for c = 1:POPULATION_SIZE 
     
    im(:,:,:) =  population(c,:,:,:) ; 
    member(c) = rms(im, ideal) ; 
end 
     
y = max(member) ; 
 
%-------- [END] POPULATION FITTEST 
 
%------------------------------------- 
% POPULATION FITNESS 
%------------------------------------- 
% calculate the fitness from the spikes 
function y = populationFitness(h) 
global fitness population IMAGE_SIZE POPULATION_SIZE 
ideal 
 
%y = (sum(fitness(:,1)))/(POPULATION_SIZE) ; 
y = 0 ; 
for c = 1:POPULATION_SIZE 
     
    im(:,:,:) =  population(c,:,:,:) ;    
    y = y + rms(im, ideal) ; 
     
end 
 
y = y/POPULATION_SIZE ; 
 
%-------- [END] POPULATION FITNESS 
 
%------------------------------------- 
% POPULATION SAVE 
%------------------------------------- 
% save the population to images 
function populationSave(h) 
global population POPULATION_SIZE 
 
for c = 1:POPULATION_SIZE 
     
    im(:,:,:) =  population(c,:,:,:) ; 
    imwrite(imresize(im, 10), strcat(num2str(c), '.png')) ; 
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end 
 
%-------- [END] POPULATION SAVE 
 
%------------------------------------- 
% fittest SAVE 
%------------------------------------- 
% save the fittest to images 
function fittestSave(h) 
global population POPULATION_SIZE fitness ideal 
 
    [m,i] = max(fitness) ;   
    im(:,:,:) =  population(i,:,:,:) ; 
    imwrite(imresize(im, 10), 'fittest.png') ; 
    fittest = m  
    [ai,ah,xo,xi,xh] = getOutput(ideal)  

 
%-------- [END]FITTEST SAVE 
 
%------------------------------------- 
% OUTPUT PCX 
%------------------------------------- 
% saves the current member to file to be dipslayed 
function outputPCX(r,c) 
global SCALE population 
 
im(:,:,:) = population(c,:,:,:) ;     
imwrite(imresize(rgb2ind(im,colorcube(256)),SCALE),colorm
ap(colorcube(256)), strcat('run-', num2str(r) , ' mem-', 
num2str(c) ,'.pcx'),'pcx') ; 
 
%-------- [END] OUTPUT PCX 
 

 


